Product


Microsoft SQL Server Analysis Services 2005

Tip Description  

This tip explains how to set attribute relations correctly using the new Unified Dimensional Model (UDM) in Analysis Services 2005.  Overlooking this configuration setting can have serious performance and functionality implications. 
Summary
One of the key features of OLAP technologies is the ability to build and maintain aggregates.  Of all the features in Analysis Services 2005, this is the one most often used.  However, it can be easy to set up the attributes in a manner that works but is not optimal.  

The Analysis Services 2005 release changes how OLAP databases are built.  Attributes, not hierarchies, are used to form the aggregation path.  Attributes can still be organized into hierarchies, but the hierarchies function as navigation paths only and are not the basis for aggregations.  Attributes need to be related to one another but setting these relationships incorrectly can cause performance problems.  The Analysis Services aggregation engine can mask these problems, but as time passes and more data is loaded into the system, performance will suffer. 
Example
In Analysis Services 2005 a dimension is a collection of attributes.  Key to this is that attributes can be related to each other.  The following screen shows a Time dimension with a series of Attributes.  The Day attribute has been expanded to display the Attributes related to Day.  
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The six Attribute Relationships (Code, Label, Month, Standard DOM, Standard DOQ, and Standard DOY) are displayed as Attributes.  Each of these attributes is related to the Day Key.  

Each Attribute is based on an Attribute Relation that is in turned based on a unique key.

In this case the Month Attribute Relation is used in turn to create the Month Attribute.  
However, when creating the Attribute Relations and Attributes it is very simple to create the Attribute Relationship incorrectly.  In the screen shot below, many of the attributes have been removed so the creation of a new Attribute can be illustrated.  Here is an example where the Quarter is used to create an Attribute.  The Attribute Relation is created automatically but in the Day Section, not the Month Section.  The development environment automatically relates the new attribute to the dimensions key.  While this will work in simple systems it is far from ideal.  Quarter aggregates should be based on Month to make the aggregation engine more run more efficiently.  
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In this case relating Quarter to Day is not nearly as efficient as relating Quarter to Month.

The relationship will work because it’s clear that Day can be related to Quarter, but this causes the aggregation engine to run less efficiently.   A Quarter aggregation is more efficient when based on Month because a Quarter can be aggregated from three months of data and not the approximately ninety days of data that make up a quarter.  In addition, if the database has data at multiple granularities (data at Day and Month levels) then the relationships must be set properly.  In the case of data being loaded at the Month level and the Day level, the aggregation engine will not know how to deal with Monthly level data if all the aggregates are based on the Day attribute.  
In order to resolve this, it is a simple matter to drag the Quarter relation from Day to the Month Attribute.  

As new Quarter Attributes (such as Quarter Label) are added, it is also important to ensure that the new attributes are related directly to Quarter.  Relationships are Many to One (Month to Quarter) and form the aggregation rules.  Many other attributes are descriptive and have a One to One relationship.  Making sure that descriptive attributes are related to the correct attribute is critical.  
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In the above example Qtr Name is related directly to Quarter.  Because the aggregation is already set from Month to Quarter, this attribute does not need to be aggregated again.  

Setting these relations up incorrectly can often result in performance problems.  Fortunately it is easy to correctly set up the attributes ― as long as you know how to do it
Symmetry does not and cannot warrant the performance or results you may obtain by using this software.  Symmetry does not warrant that the operation of the software will be uninterrupted or that any failures or errors in the software will be corrected.  Symmetry makes no warranties express or implied, as to the non-infringement of third party rights, merchantability, or fitness for any particular purpose.  In no event will Symmetry be liable to you for any consequential, incidental or special damages, including any lost profits or lost savings, even if a Symmetry representative has been advised of the possibility of such damages, or for any claim by any third party.
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